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Introduction  

Who This Is For 

This playbook is written for ICT risk, operational resilience, and compliance owners at EU financial 

entities - banks, insurers, investment firms, payment institutions, and the fintechs and financial groups 

sitting alongside them - and for the consultants who support this work on their behalf. It assumes the 

reader already knows what DORA is and does not need the Regulation summarised from first 

principles; it focuses specifically on Article 28’s exit strategy obligation, which is where much of the 

practical difficulty sits. 

Who We Are 

EscapeCloud was founded to help enterprises understand their dependency on cloud service providers 

- and in particular on the small number of US hyperscalers that most European organisations now run 

on. That dependency question turned out to matter most in regulated industries, which is why our 

work today centres on the cloud exit readiness problem this playbook is about. 

Scope Note 

This playbook explains what Article 28 requires and how practitioners typically approach that work. It 

does not claim to make any institution compliant, and no tool - including ours -  replaces an 

institution’s own exit-strategy decisions, documentation, or testing obligations. Where automation 

can genuinely help, we say so specifically. Where it cannot, we say that too. 
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Part I - The Requirement, Precisely 

Sixteen days 

On 6 April 2022, the US Treasury’s Office of Foreign Assets Control placed Russia’s Alfa Bank and six 
of its subsidiaries under full blocking sanctions. One of those subsidiaries was Amsterdam Trade Bank 
N.V., a Dutch-regulated lender with roughly 23,000 retail depositors. The sanctions did not touch the 
bank’s balance sheet - by most accounts it was solvent. What they did was make it illegal for the bank’s 
US-nexus software and technology suppliers to continue serving it. There was no transition period, no 
notice clause to invoke, no phased handover. On 22 April 2022 - sixteen days after designation - the 
Amsterdam district court declared the bank bankrupt, on the bank’s own application. The Dutch 
deposit guarantee scheme paid out roughly €700 million to depositors. 

Nothing about an ICT exit plan would have kept Amsterdam Trade Bank solvent; the cause was a 
sanctions designation on its Russian ownership, not a cloud outage or a vendor dispute. We raise it 
here for a narrower reason. It is one of the clearest recent illustrations, inside the EU financial sector, 
of exactly the scenario Article 28 asks institutions to plan for: the sudden, total loss of a critical ICT or 
technology supplier for reasons entirely outside the institution’s control, with no meaningful 
transition window. Whether a given institution’s exit plan is any good is only tested at the moment it 
is needed. That is the argument this playbook returns to throughout: an exit plan is not a document 
you file once. It is evidence you have to be able to trust on the day the trigger arrives - and you rarely 
get to choose that day. 

1. What Article 28 Actually Requires 

Article 28 of the Digital Operational Resilience Act (Regulation (EU) 2022/2554) sits inside DORA’s 
broader third-party ICT risk management framework, alongside the Register of Information (Article 
28(3) and related ITS) and the contractual provisions of Article 30. The exit-strategy obligation itself 
sits in Article 28(8). Stripped to its operative content, it requires financial entities to: 

• Maintain a documented exit strategy for every ICT third-party service supporting a critical or 
important function. 

• Ensure that strategy addresses a credible alternative: migration to another provider, or 
reintegration of the function in-house. 

• Cover data portability - the ability to retrieve, transfer, and where necessary reconstruct the 
entity’s data and workloads outside the current provider’s environment. 

• Account for contractual lock-in: the provisions (or absence of provisions) in the underlying 
contract that would help or hinder an exit, which is where Article 30’s mandatory contract 
terms connect directly to Article 28. 

• Address transition timelines - realistic estimates of how long a move would take, not 
aspirational ones - and contingency arrangements for the scenarios where the provider 
cannot simply be given notice: insolvency, loss of regulatory authorisation, or sustained failure 
to deliver the service (the Amsterdam Trade Bank pattern, in miniature). 

• Be tested. Article 28(8) requires exit plans to be "comprehensive, documented … sufficiently 
tested and reviewed periodically." DORA does not specify a testing methodology, but a plan 
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that has never been exercised is, in practice, indistinguishable from a plan that does not exist, 
because nobody knows whether it actually works until it is used. 

The obligation attaches to functions classified as critical or important - the same classification exercise 
that underpins the Register of Information and much of an institution’s broader DORA programme. 
This is deliberate: exit-strategy work is not supposed to be a parallel exercise invented from scratch. 
It draws on classification and mapping work the institution should already have done elsewhere. 

2. What DORA Does Not Require 

The gap between what Article 28 actually says and what the market sometimes implies it says is wide 
enough to be worth stating plainly, because it is the source of a fair amount of avoidable overclaiming. 

DORA does not mandate a specific tool, platform, or software category to produce or maintain the 
exit strategy. It does not require continuous, automated monitoring of ICT third-party arrangements - 
the obligation is to have a documented, tested plan, not to run a particular kind of dashboard. It does 
not prescribe a specific format for the exit plan itself, a specific testing methodology, or a specific 
frequency for re-testing beyond the general expectation that arrangements supporting critical 
functions are kept under active review. And no vendor’s report, checklist, or software output - 
regardless of how comprehensive - constitutes regulatory sign-off. Compliance is a determination 
made by the institution’s own governance, informed by its supervisor’s expectations, not a status a 
report can confer. 

This matters for two reasons beyond simple accuracy. First, a reader who has spent any time inside a 
financial institution’s risk function will recognise overclaiming immediately, and it costs more 
credibility than it buys. Second, understanding what DORA leaves genuinely open is what lets an 
institution build an exit-strategy approach that fits its own governance model, rather than reverse-
engineering one from a vendor’s marketing claims. 

3. Why Exit Strategy Is a 2026 Priority 

DORA has applied since January 2025, and the sector’s attention over that first year went almost 
entirely to foundational obligations: populating the Register of Information, running the preliminary 
risk assessments required before contracting with new ICT providers, and - for the arrangements 
already in place - renegotiating contracts to include the mandatory provisions under Article 30. That 
work is substantially, though not universally, complete across the sector. The European Central Bank 
has folded DORA readiness into its supervisory priorities for the 2024–2026 cycle, and on 18 November 
2025 the European Supervisory Authorities designated the first cohort of critical ICT third-party 
providers - nineteen firms, including the major cloud hyperscalers - for direct oversight. The current 
phase of supervisory attention is largely verification-focused - checking that the Register is accurate, 
that criticality classifications are defensible, and that Article 30 clauses actually appear in the contracts 
they are supposed to appear in. 

Exit strategy is the next item on that list, not because a grace period is ending and fines are imminent, 
but because it is a later-stage obligation that depends on the earlier ones being done first - you cannot 
credibly plan an exit for a service you have not correctly classified, under a contract you have not yet 
brought into line with Article 30. As that foundational work closes out across the sector, supervisory 
attention has room to move to plan quality and testing evidence, which is precisely the area most 
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institutions have had the least capacity to focus on so far. That combination - a requirement most 
firms have addressed only lightly, arriving just as supervisory bandwidth frees up to look at it - is what 
makes 2026 the year this stops being a background item. 

Part II - Building the Plan 
The five sections below follow the same five domains we use in the companion Cloud Exit Readiness 
Checklist - Strategy & Governance, Vendor Dependencies, Risk & Compliance, Operational Readiness, 
and Exit Execution - deliberately. If you have used the checklist already, this section is the fuller 
explanation behind each of its five scores. If you have not, the two are designed to be used together: 
the checklist tells you where the gaps are, this section tells you what to do about them. 

4. Strategy & Governance 

The scoping question - which services need an exit strategy at all - should not be a separate exercise. 
It is answered by the same criticality classification an institution has already performed, or should have 
performed, for its Register of Information: a service supports a critical or important function, or it does 
not. Building a second, parallel classification specifically for exit-strategy purposes tends to produce 
inconsistency between the two exercises, and inconsistency is exactly what a supervisor’s review is 
designed to catch. 

Ownership is worth separating into two distinct roles, because institutions frequently conflate them 
and then discover, at the point of an actual exit, that nobody is clearly accountable for either. The first 
role owns the exit-strategy document - its accuracy, its currency, its alignment with the underlying 
contract. The second owns exit execution - the authority to actually invoke the plan, allocate resources 
to it, and make the calls a stressed exit requires within hours, not committee cycles. These can be the 
same person in a smaller institution. In a larger group, they usually should not be, because document 
ownership is a sustained, ongoing responsibility and execution ownership is an emergency-response 
one, and the two require different availability and different seniority. 

Review cadence should be tied to something concrete rather than left as an annual calendar entry 
that gets pushed. The natural anchor is the Register of Information refresh cycle, since the two 
datasets should never drift apart: if a service’s criticality classification changes, its exit strategy needs 
revisiting in the same cycle, not the next one. Part IV covers the additional triggers - architecture 
change, contract renewal, M&A - that should force a review outside the normal cadence. 

5. Vendor Dependencies 

This is the mapping exercise most institutions already do some version of, and the one most worth 
doing properly, because everything downstream in the exit plan depends on its accuracy. Two things 
need to be captured: the ICT assets and services in scope (what is actually running, where, and on 
what), and the dependencies between them (what depends on what, including dependencies the 
institution’s own other suppliers have on this one - a detail easy to miss because it does not show up 
in the contract you are reviewing). 

Once the map exists, the substitutability question follows: for each service, is there a credible 
alternative, and how locked in is the institution to the current one? Lock-in is not a single dimension. 
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It is useful to separate it into at least three: technical lock-in (proprietary APIs, data formats, or 
architecture patterns that only work with the current provider), contractual lock-in (termination 
notice periods, exit-assistance obligations, IP and licensing terms - the Article 30 territory), and data 
lock-in (whether the institution’s data can actually be extracted in a usable, portable format, and at 
what cost - data egress fees and data gravity are the practical manifestation of this, and they are 
frequently underestimated until the exit is already underway). 

The European Banking Federation’s Cloud Banking Forum set out an early and still-useful version of 
this kind of framing in The Use of Cloud Computing by Financial Institutions (4 June 2020, © EBF aisbl), 
which remains a reasonable reference point for how to think about exit complexity across these 
dimensions, even though the regulatory landscape it was written into has moved on considerably 
since. 

6. Risk & Compliance 

Where Part I explained what the regulation requires in the abstract, this section is where that 
requirement gets applied to a specific arrangement. The output of the vendor-dependency mapping 
in Section 5 feeds directly into a risk assessment: given the substitutability findings, what is the actual 
exposure if this provider becomes unavailable, and how does that map onto the institution’s existing 
risk taxonomy and appetite statements, rather than a taxonomy invented specifically for this exercise. 

Concentration risk deserves a precise treatment here, because it is one of the places vendor marketing 
(including some of ours, if we are not careful) tends to overreach. A per-provider assessment - 
mapping the resources, dependencies, and lock-in exposure for a single cloud environment - is 
something that can be done thoroughly and automatically, and it produces a genuinely useful, 
actionable output. A true group-level concentration view is a different exercise entirely: it means 
synthesising exposure across every business line, every legal entity, every contract, and every critical 
ICT provider the group uses, not just the one currently in scope. That synthesis depends on 
information no single tool has visibility into - other business lines’ arrangements, group structure, 
capital and liquidity context - and collapsing it into an automatically generated score would produce 
something too broad to be a decision an institution could actually rely on. Scoping an assessment to 
one provider at a time is not a shortcut around this problem; it is the only way to keep the output 
specific enough to be useful. Group-level concentration risk stays a judgment call for the institution’s 
own risk function, informed by per-provider assessments like this one, not replaced by them. 

7. Operational Readiness 

Choosing an exit approach is really two separate decisions, and conflating them is a common source 
of confusion in exit-plan documents. 

The first decision is the destination: where the service ends up if the exit actually happens. For cloud 
arrangements specifically, this is usually one of three options - repatriation to on-premises 
infrastructure, migration to an alternate cloud provider, or a hybrid posture that distributes the 
workload across more than one environment rather than depending on a single one. The third option 
is worth flagging as distinct from the other two: hybrid adoption is less a reactive exit mechanism and 
more a pre-emptive one, since it changes how costly and disruptive any single provider’s loss would 
be, before that loss ever happens. 
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The second decision is the mechanism: how the institution actually gets from the current state to that 
destination. In practice this comes down to one of three approaches: transitioning the service out to 
an alternate provider in one move, a partial or phased transition that moves some functions while 
others continue temporarily on business-continuity measures, and in-housing, which can include 
exercising contractual step-in rights to take over the supplier’s operational assets directly. Partial, 
phased transition is often the more realistic mechanism for cloud arrangements specifically, precisely 
because cloud environments tend to be more complex and more deeply integrated than simpler 
supplier relationships, where a single clean handover is more often possible. 

Ownership during execution needs to be named in advance, not improvised during the event. Beyond 
the document/execution owner split described in Section 4, a stressed exit typically needs input from 
legal (contract terms and termination rights), information security (data safeguarding through the 
transition), procurement (alternative-supplier commercial terms), and the technical subject-matter 
experts who actually understand the architecture being moved. None of this is DORA-mandated in 
this specific form - it is good practice drawn from adjacent operational-resilience frameworks - but 
naming who needs to be in the room is more useful in an actual event than a plan that only says 
“assign an owner.” 

Testing is where most exit plans quietly fail without anyone noticing until it is too late to matter. DORA 
requires that a plan be tested without prescribing how. A reasonable, defensible baseline - again 
drawing on cross-industry good practice rather than a DORA mandate - looks like this: at minimum a 
desktop walkthrough annually for arrangements supporting critical functions, supplemented by 
scenario-based exercises (a technical failure, a cybersecurity incident, a provider becoming unable to 
continue) where the arrangement’s criticality justifies the additional effort. Findings from every test, 
mock or real, belong in a lessons-learned record that actually gets referenced the next time the plan 
is updated, not filed and forgotten. And sign-off should happen in two stages: a working-level review 
by the people who actually understand the arrangement, followed by a separate governance or 
executive approval - not a single rubber stamp that happens to satisfy both purposes at once. 

8. Exit Execution 

Data management is usually the part of an exit plan that looks straightforward until someone actually 
has to do it. At minimum, the plan needs to answer: who is the data controller and who is the 
processor for this arrangement (and whether that changes anything about retention obligations); 
where the data physically resides, including any fourth-party sub-processors the primary provider uses 
that do not show up in the contract with the primary provider itself; whether the data is structured or 
unstructured, and in what format it would actually be returned; and what happens to it if it is not 
transferred but destroyed instead - including whether the institution can actually verify that 
destruction, rather than simply being told it occurred. 

Transition timelines belong in the plan in realistic form, not aspirational form. A timeline copied from 
a vendor’s sales material, or from how long the same migration took in a best-case pilot, is not a 
timeline; it is a hope. The useful version accounts for the specific data volumes, integration complexity, 
and testing requirements of the arrangement in question, and it should be revisited whenever any of 
those three things change materially. 
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Contingency arrangements close the loop back to Part I: what happens if the trigger is not a planned, 
notice-period exit but a provider becoming insolvent, losing its regulatory authorisation, or failing to 
deliver the service over a sustained period - the pattern the Amsterdam Trade Bank case illustrated in 
miniature, where the institution has no meaningful say in the timing. These triggers are exactly why 
the plan needs to exist in a state that can be executed on short notice, rather than as a document that 
assumes there will always be time to write the real plan later. 

Part III - Where Exit Strategies Fail 
Treating the exit plan as a one-off deliverable. The most common failure mode by a wide margin is a 
plan that was accurate the day it was signed off and has not been touched since. Part IV covers this in 
depth, because it is the single argument this playbook cares most about getting across. 

Conflating exit strategy with business continuity and disaster recovery. BC/DR plans answer “how 
do we keep operating through a disruption.” An exit strategy answers “how do we permanently leave 
this provider.” The two overlap - a BC/DR response is often the interim measure that buys time while 
an exit is executed - but a BC/DR plan that assumes the provider comes back is not a substitute for a 
plan that assumes it does not. 

Underestimating data egress and format lock-in. This is the pitfall most likely to be discovered too 
late, because it rarely shows up until someone actually tries to move the data and finds the cost, 
format, or volume involved is far worse than assumed. It belongs in the plan itself, quantified, not left 
as an assumption that “the data can be exported.” 

No credible alternative actually named. A plan that lists “migrate to another provider” as the strategy, 
without having identified which provider, what it would cost, and how long onboarding would 
realistically take, is not a plan - it is a placeholder. Section 5’s substitutability assessment exists 
specifically to close this gap before it matters. 

Ownership split ambiguously across IT, procurement, and risk. When a stressed exit actually 
happens, ambiguity about who has the authority to invoke the plan costs time the institution does not 
have. This is worth resolving on paper before the event, not during it. 

Ignoring subcontractor and fourth-party chains. This is worth being honest about as an industry-wide 
gap, not an individual-institution one: subcontractor and fourth-party mapping is genuinely difficult, 
and no mainstream exit-strategy framework - regulatory or voluntary - has fully solved it yet. That is 
not a reason to skip it. It is a reason to treat it as an area needing deliberate attention, not an 
assumption that it is covered by the primary contract. 

Part IV - The Staleness Problem 
An exit assessment describes the environment as it existed on the day it was produced. Cloud 
environments do not hold still. New services get provisioned without going through the same review 
the original architecture did. Configuration drifts as engineers make incremental changes to solve 
immediate problems. Contracts get amended - sometimes substantially - without the exit plan being 
revisited to reflect the new terms. Providers deprecate features the institution’s architecture quietly 
depended on, or launch new ones that change the substitutability picture entirely. None of this 
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requires anything unusual to happen; it is what normal operation of a cloud environment looks like 
over any meaningful stretch of time. 

The consequence is straightforward and worth stating without softening it: an exit assessment that 
was accurate twelve months ago is not evidence of exit readiness today. It is a description of an 
environment that, in any active cloud estate, probably no longer exists in the form the assessment 
describes. If a supervisor asks whether the institution’s exit strategy for a given arrangement is 
current, “we assessed this last year” is not the same answer as “we know this is accurate as of this 
quarter,” and the difference between those two answers is the entire argument for treating exit-
readiness evidence as something that needs to be kept current, not produced once and filed. 

A small number of events should reliably trigger a re-assessment outside the normal review cadence, 
because each one plausibly invalidates parts of the existing plan: a material architecture change to the 
arrangement in scope; contract renewal or renegotiation, since Article 30 terms and exit-assistance 
provisions can change; a merger or acquisition that changes the group’s overall dependency profile or 
brings a new set of arrangements into scope; and the onboarding of any new service that gets 
classified as supporting a critical or important function. Between those trigger events, the underlying 
question an institution should be able to answer at any point is simple to state and hard to guarantee 
without deliberate effort: if asked today, could we show that this exit plan reflects the environment 
as it currently stands, not as it stood when the plan was last written? 

Part V - What’s Automatable, What Isn’t 
Stated as plainly as we can manage, because the distinction matters more to your credibility with a 
regulator than any feature list does. 

Reasonably automatable. ICT asset and dependency discovery - identifying what is running, where, 
and how it connects - is something a tool can do continuously and considerably faster and more 
completely than a periodic manual review. Alternative-technology identification, drawing on a 
maintained dataset of comparable services, is likewise something a tool does well: it will not tell an 
institution which alternative to choose, but it can tell it which alternatives exist and how they compare 
on structured dimensions. Vendor lock-in and substitutability scoring across technical, operational, 
and human-skill dimensions - of the kind this playbook has described in Section 5 - can be produced 
consistently and kept current far more easily than a manual exercise repeated occasionally. And, tying 
directly back to Part IV, keeping all of the above current as the environment changes is the 
automatable task with the most practical value, because it is the one manual processes fail at most 
reliably over time. 

Requires human judgment, and should be described that way without hedging. A composite score 
that blends a structured self-assessment with an automated engine - of the kind used in scoring 
frameworks like the EBF’s five-dimension model - is not a fully automated output; it depends on the 
accuracy of the human self-assessment input that feeds it, and should be understood as such rather 
than presented as a pure machine-generated result. Writing and owning the exit plan narrative itself 
- the decisions, the rationale, the sign-off - is inherently the institution’s own act of judgment, not a 
report a tool produces on its behalf. Testing and exercising the plan requires people running through 
a scenario, not a tool asserting the plan would work. Group-level, cross-provider concentration risk, 
as set out in Section 6, requires synthesising information no single-provider tool has visibility into. And 
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negotiating the contractual terms that actually enable a smooth exit - the Article 30 territory - is a 
legal and commercial negotiation between two parties, not an output any assessment tool generates. 

The honest version of this list is shorter and less impressive than a vendor pitch usually wants it to be. 
We think stating it this way is also the version a knowledgeable reader will trust. 

Part VI - Close 
Everything in this playbook stands on its own, independent of any particular tool. If it has been useful, 
it’s worth saying plainly what EscapeCloud does. 

EscapeCloud is built on a cloud exit readiness methodology (patent pending) that discovers cloud 
assets and resources, builds and maintains the resulting inventory, maps alternative technologies for 
each service, and scores vendor lock-in - continuously, as the environment changes, so the evidence 
behind an institution’s exit strategy reflects this quarter’s architecture rather than last year’s. It’s 
available as Community (an open-source, read-only CLI), Light (a SaaS offering), and Enterprise (self-
hosted, for institutions that need the assessment running inside their own environment). 

Writing the exit plan itself, testing it, and resolving group-level concentration risk remain the 
institution’s own work, as Part V describes. 

If you have not already worked through the companion Cloud Exit Readiness Checklist, it maps directly 
onto the five domains covered in Part II and is a reasonable next step for identifying where your own 
institution’s gaps sit before deciding what to do about them. 
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